
Deep Generative Architectures
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Discriminative vs Generative Models

Philip Isola, Generative Models of Images. MIT 2023.

https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
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Pθ(Y|X): Discriminative Models
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Slide credit: 

Albert Pumarola (UPC 2019)Classification Regression

Text Prob. of being a Potential Customer

Image

Jim Carrey

Audio

What Language?

Speech Translation

X=Data 

Y=Labels

θ = Model parameters

Discriminative Modeling

θ
P (Y|X)
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0.01

0.09

0.9

input

Network (θ) output

class

Pθ (Y | X = [pixel1, pixel2, …, pixel784])

Figure credit: Javier Ruiz (UPC TelecomBCN)

Discriminative model: Tell me the probability of some ‘Y’ responses given ‘X’ 

inputs.

Pθ(Y|X): Discriminative Models
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Slide Concept: Albert Pumarola (UPC 2019)

Pθ(X): Generative Models

Classification Regression Generative

Text Prob. of being a Potential Customer

“What about Ron magic?” offered Ron. 
To Harry, Ron was loud, slow and soft 
bird. Harry did not like to think about 

birds.

Image

Jim Carrey

Audio

What Language?

Language Translation
Music Composer and Interpreter

MuseNet Sample

Discriminative Modeling

θ
P (Y|X)

Generative Modeling

θ
P (X)

X=Data 

Y=Labels

θ = Model parameters

https://soundcloud.com/openai_audio/jazz-trio
https://soundcloud.com/openai_audio/jazz-trio


Each real sample xi comes from 
an  M-dimensional  probability 
distribution P(X).

X = {x1, x2, …, xN}

Pθ(X): Generative Models
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1) We want our model with parameters θ to output samples with distribution

Pθ(X), matching the distribution of our training data P(X).

2) We can sample points from Pθ(X) plausibly looking how P(X) distributed.

Example: Gaussian Mixture Models (GMM)

P(X)

Distribution of training data

Pλ,μ,σ(X)

Distribution of training data

Pθ(X): Generative Models
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What are the parameters θ we need to estimate in deep neural networks ?

θ = (weights & biases)

outputNetwork (θ)

?

Pθ(X): Generative Models
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Pθ(X|Y): Conditioned Generative Models

Joint probabilities P(X|Y) to

model conditioning variables on 

the generative process:

X = {x
1
, x

2
, …, x

N
}

Y = {y
1
, y

2
, …, y

N
}

DOG

CAT

TRUCK

PIZZA

THRILLER

SCI-FI

HISTORY

/aa/
/e/

/o/
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Our learned model should be able to make up new samples from the distribution, 

not just copy and paste existing samples!

26
Figure from NIPS 2016 Tutorial: Generative Adversarial Networks (I. Goodfellow)

Sampling

https://arxiv.org/abs/1701.00160
https://arxiv.org/abs/1701.00160
https://arxiv.org/abs/1701.00160
https://arxiv.org/abs/1701.00160
https://arxiv.org/abs/1701.00160
https://arxiv.org/abs/1701.00160
https://arxiv.org/abs/1701.00160
https://arxiv.org/abs/1701.00160


Philip Isola, Generative Models of Images. MIT 2023.

Sampling

https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html


Slide concept: Albert Pumarola (UPC 2019)

Learn

Sample Out

Training Dataset

Generated Samples

Feature 

space

Manifold P
θ
(X)

“Model the data distribution so that we can sample new points out of the 
distribution”

Sampling



Sampling

How could we generate diverse samples from a deterministic deep neural network ?

z

Generator 

(θ)

Generated Samples



Sampling

How could we generate diverse samples from a deterministic deep neural network ?

Sample z from a known prior, for example, a multivariate normal distribution N(0, I).

Example: dim(z)=2

Generator 

(θ) x’z

Generated Samples



Slide concept: Albert Pumarola (UPC 2019)

Learn

Training Dataset

Interpolated Samples

Feature 

space

Manifold P
θ
(X)

Traversing the learned manifold through interpolation.

Interpolation



Disentanglement

Philip Isola, Generative Models of Images. MIT 2023.

https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html


Disentanglement

Philip Isola, Generative Models of Images. MIT 2023.

https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
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Credit: Santiago Pascual [slides] [video]

https://www.slideshare.net/xavigiro/deep-generative-models-ii-dlai-d10l1-2017-upc-deep-learning-for-artificial-intelligence
https://www.youtube.com/watch?v=a1aM0yUJXUI
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Generator & Discriminator

We have two modules: Generator (G) and Discriminator (D).

● They “fight” against each other during training→ Adversarial Learning

D’s goal:

Classify between real 

samples and those 

produced by G.

G’s goal: 

Fool D to 

missclassify.

Goodfellow, Ian J., Jean Pouget-Abadie, Mehdi Mirza, Bing Xu, David Warde-Farley, Sherjil Ozair, Aaron Courville, and 
Yoshua Bengio. "Generative Adversarial Nets." NeurIPS 2014.

https://papers.nips.cc/paper/2014/hash/5ca3e9b122f61f8f06494c97b1afccf3-Abstract.html
https://papers.nips.cc/paper/2014/hash/5ca3e9b122f61f8f06494c97b1afccf3-Abstract.html
https://papers.nips.cc/paper/2014/hash/5ca3e9b122f61f8f06494c97b1afccf3-Abstract.html


Discriminator

Discriminator network D → binary classifier between real (x) and generated (x’). 

samples.

Generated (1)
Discriminator 

(θ)x’

Discriminator 

(θ)x Real (0)

26



Generator

Real world 
samples 

Database
Discriminator

Real
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ri
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b

le

Sample

Sample

Generated

z

Generator & Discriminator

27
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Imagine we have a counterfeiter (G) trying to make fake money, and the police (D) has to 

detect whether money is real or fake.

100

100

FAKE: It’s

not even 

green

Adversarial Training Analogy: is it fake money?

Figure: Santiago Pascual (UPC)



Imagine we have a counterfeiter (G) trying to make fake money, and the police (D) has to 

detect whether money is real or fake.

100

Figure: Santiago Pascual (UPC)

100

FAKE:

There is no 

watermark

Adversarial Training Analogy: is it fake money?



Imagine we have a counterfeiter (G) trying to make fake money, and the police (D) has to 

detect whether money is real or fake.

100

100

FAKE:

Watermark 

should be 

rounded

Figure: Santiago Pascual (UPC)

Adversarial Training Analogy: is it fake money?



Imagine we have a counterfeiter (G) trying to make fake money, and the police (D) 

has to detect whether money is real or fake.

After enough iterations, and if the counterfeiter is good enough (in terms of G network 

it means “has enough parameters”), the police should be confused.

REAL? 

FAKE?

Figure: Santiago Pascual (UPC)

Adversarial Training Analogy: is it fake money?



Adversarial Training

Generator

Real world 
images

Discriminator

Real
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le

Sample

Sample

Generated

Alternate between training the discriminator and generator

Neural Network

Neural Network

Figure: Kevin McGuinness (DCU)



Adversarial Training: Discriminator

Generator

Real world 
images

Discriminator

Real
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ss
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d

o
m

 v
a

ri
a

b
le

Sample

Sample

Generated

1. Fix generator weights, draw samples from both real world and generated images

2. Train discriminator to distinguish between real world and generated images

Backprop error to 

update discriminator
weights

Figure: Kevin McGuinness (DCU)



Adversarial Training: Discriminator

Generator

Real world 
images

Discriminator

Real
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m

 v
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ri
a

b
le

Sample

Sample

Backprop error to 

update discriminator

In the set up of the figure, which ground truth label for a generated image should we use to train the 

discriminator ? Consider a binary encoding of “1” (Real) and “0” (Fake).

weights
Figure: Kevin McGuinness (DCU)

Generated



Adversarial Training: Generator

1. Fix discriminator weights

2. Sample from generator by injecting noise.

3. Backprop error through discriminator to update generator weights

Generator

Real world 
images

Real

L
o

ss
L

a
te

n
t 

ra
n

d
o

m
 v

a
ri

a
b

le

Sample

Sample

Backprop error to 

update generator
weights

Figure: Kevin McGuinness (DCU)

Discriminator

Generated



Adversarial Training: Generator

Generator

Real world 
images

Real
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ss
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d
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 v

a
ri

a
b

le

Sample

Sample

Backprop error to 

update generator

Discriminator

Generated

In the set up of the figure, which ground truth label for a generated image should we use to train the 

generator ? Consider a binary encoding of “1” (Real) and “0” (Fake).

weights
Figure: Kevin McGuinness (DCU)



Adversarial Training: How to make it work ?

NeurIPS Barcelona 2016

Soumith Chintala, “How to train a GAN ? Tips and tricks to make GAN work”. Github 2016.

https://twitter.com/soumithchintala/status/805111562503589889
https://github.com/soumith/ganhacks
https://github.com/soumith/ganhacks
https://github.com/soumith/ganhacks
https://github.com/soumith/ganhacks
https://github.com/soumith/ganhacks
https://github.com/soumith/ganhacks
https://github.com/soumith/ganhacks
https://github.com/soumith/ganhacks
https://github.com/soumith/ganhacks
https://github.com/soumith/ganhacks
https://github.com/soumith/ganhacks
https://github.com/soumith/ganhacks
https://github.com/soumith/ganhacks
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Non-Conditional GANs
Real/Generated

51

Discriminator 

D(·)

Generator 

G(·)

Real World

Random 

seed (z)
Slide credit: Víctor Garcia

http://www.slideshare.net/xavigiro/imagetoimage-translation-with-conditional-adversarial-nets-upc-reading-group
http://www.slideshare.net/xavigiro/imagetoimage-translation-with-conditional-adversarial-nets-upc-reading-group
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Conditional GANs (cGAN)

Real World

Condition

Real/Generated

Conditional Adversarial Networks

Discriminator 

D(·)

Slide credit: Víctor Garcia

Generator 

G(·)

http://www.slideshare.net/xavigiro/imagetoimage-translation-with-conditional-adversarial-nets-upc-reading-group
http://www.slideshare.net/xavigiro/imagetoimage-translation-with-conditional-adversarial-nets-upc-reading-group
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Learn more about GANs

Ian Goodfellow.

NeurIPS Barcelona 2016.

Mihaela Rosca & Jeff Donahue.

UCL x Deepmind 2020.

http://www.youtube.com/watch?v=HGYYEUSm-0Q
http://www.youtube.com/watch?v=wFsI2WqUfdA
https://www.deepmind.com/learning-resources/deep-learning-lecture-series-2020
https://www.deepmind.com/learning-resources/deep-learning-lecture-series-2020
https://www.deepmind.com/learning-resources/deep-learning-lecture-series-2020
https://www.deepmind.com/learning-resources/deep-learning-lecture-series-2020
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Figure source: Lilian Weng, What are diffusion models ?, Lil’Log 2021.

https://twitter.com/lilianweng/
https://twitter.com/lilianweng/
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/


Figure source: Lilian Weng, What are diffusion models ?, Lil’Log 2021.
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https://twitter.com/lilianweng/
https://twitter.com/lilianweng/
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/


● Learns Pθ(X) with a reconstruction loss.
● Proposed as a pre-training stage for the encoder (“self-supervised learning”).

Manifold P
θ
(X)

z

Encode Decode

Auto-Encoder (AE)

Feature 

space
“Generate”

45



Auto-Encoder (AE)

Encode Decode

z

Manifold P
θ
(X)

Could we generate new samples by sampling from a normal distribution and 

feeding it into the encoder, or the decoder (as in GANs) ?

Feature 

space
“Generate”

46

?



Auto-Encoder (AE)

Encode Decode

z

Could we generate new samples by sampling from a normal distribution and 

feeding it into the encoder, or the decoder (as in GANs) ?

No, because the noise (or encoded noise) would be out of the learned manifold.

Manifold P
θ
(X)

Feature 

space
“Generate”

47
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Figure source: Lilian Weng, What are diffusion models ?, Lil’Log 2021.

https://twitter.com/lilianweng/
https://twitter.com/lilianweng/
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/
https://lilianweng.github.io/posts/2021-07-11-diffusion-models/
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Variational Auto-Encoder (AE)

Kingma, Diederik P., and Max Welling. "Auto-encoding variational bayes." arXiv 2013.

Encoder: Predict the mean μ(X) and covariance ∑(X) of a multivariate normal 

distribution.

Encode

Loss term to follow a normal 
distribution N(0, I).

https://arxiv.org/abs/1312.6114
https://arxiv.org/abs/1312.6114
https://arxiv.org/abs/1312.6114
https://arxiv.org/abs/1312.6114


61
Source: Wikipedia. Image by Bscan - Own work, CC0, https://commons.wikimedia.org/w/index.php?curid=25235145

Maths 101: Multivariate normal distribution

https://en.wikipedia.org/wiki/Multivariate_normal_distribution
https://commons.wikimedia.org/w/index.php?curid=25235145
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Variational Auto-Encoder (AE)

Kingma, Diederik P., and Max Welling. "Auto-encoding variational bayes." arXiv 2013.

Decoder: Trained to reconstruct the input data from a z sampled from N(μ, ∑).

Encode

z

Decode Reconstruction 
loss term.

https://arxiv.org/abs/1312.6114
https://arxiv.org/abs/1312.6114
https://arxiv.org/abs/1312.6114
https://arxiv.org/abs/1312.6114
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z

Encode Decode

Challenge:

We cannot backprop through sampling of because “Sampling” is not differentiable!

Reparametrization Trick

53



z

Solution: Reparameterization trick

Sample and define z from it, multiplying by and summing

Reparametrization Trick

54
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Generative behaviour

z

How can we now generate new samples once the underlying generating 

distribution is learned ?

56



z1

We can sample from our prior N(0,I), discarding the encoder path.

z2

z3

Generative behaviour

57



Generative behaviour

N(0, I)

Example: P(X) can be modelled mapping a simple normal distribution N(0, I) through a 

powerful non-linear function g(z).

58



Generative behaviour

70
#NVAE Vahdat, Arash, and Jan Kautz. "NVAE: A deep hierarchical variational autoencoder." NeurIPS 2020. [code]

https://arxiv.org/abs/2007.03898
https://arxiv.org/abs/2007.03898
https://arxiv.org/abs/2007.03898
https://arxiv.org/abs/2007.03898
https://arxiv.org/abs/2007.03898
https://arxiv.org/abs/2007.03898
https://github.com/NVlabs/NVAE


Walking around z manifold dimensions gives us spontaneous generation of 

samples with different shapes, poses, identities, lightning, etc..

Generative behaviour

60

http://www.youtube.com/watch?v=hgyB8RegAlQ
http://www.youtube.com/watch?v=XNZIN7Jh3Sg


Learn more about VAEs

Andriy Mnih (UCL - Deepmind 2020)Max Welling - University of Amsterdam (2020)

61

http://www.youtube.com/watch?v=7Pcvdo4EJeo
http://www.youtube.com/watch?v=bXp8fk4MRXQ
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Forward Diffusion Process

Philip Isola, Generative Models of Images. MIT 2023.

https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
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Denoising Autoencoder (DAE)

Encode Decode

“Generate”

#DAE Vincent, Pascal, Hugo Larochelle, Yoshua Bengio, and Pierre-Antoine Manzagol. "Extracting and composing robust 
features with denoising autoencoders." ICML 2008.

https://dl.acm.org/citation.cfm?id=1390294
https://dl.acm.org/citation.cfm?id=1390294
https://dl.acm.org/citation.cfm?id=1390294
https://dl.acm.org/citation.cfm?id=1390294
https://dl.acm.org/citation.cfm?id=1390294
https://dl.acm.org/citation.cfm?id=1390294
https://dl.acm.org/citation.cfm?id=1390294
https://dl.acm.org/citation.cfm?id=1390294


Philip Isola, Generative Models of Images. MIT 2023.

Reverse Denoising process

https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html
https://web.mit.edu/phillipi/www/writing/generative_models_of_images/index.html


x
0
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x
T

Network learns to 
denoise step by step

Image

CNN

U-net

Reverse Denoising process

Data Manifold Pθ(x0)

What is the dimension of the latent variable in diffusion models ?

Same dimensionality as the diffused data.
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https://lilianweng.github.io/posts/2021-07-11-diffusion-models/
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Motivation

https://twitter.com/dustinvtran/status/1525617864488587266
https://twitter.com/dustinvtran/status/1525617864488587266


PixelRNN

An RNN predicts the probability of each sample xi with a categorical output 

distribution: Softmax

72
#PixelRNN Van Oord, A., Kalchbrenner, N., & Kavukcuoglu, K. Pixel recurrent neural networks. ICML 2016.

https://proceedings.mlr.press/v48/oord16.html
https://proceedings.mlr.press/v48/oord16.html
https://proceedings.mlr.press/v48/oord16.html
https://proceedings.mlr.press/v48/oord16.html


PixelRNN

completions

73
#PixelRNN Van Oord, A., Kalchbrenner, N., & Kavukcuoglu, K. Pixel recurrent neural networks. ICML 2016.

identical ?Why are not all
(aka how can AR offer a generative behaviour ?)

https://proceedings.mlr.press/v48/oord16.html
https://proceedings.mlr.press/v48/oord16.html
https://proceedings.mlr.press/v48/oord16.html
https://proceedings.mlr.press/v48/oord16.html


PixelCNN

85#PixelCNN Van den Oord, A., Kalchbrenner, N., Espeholt, L., Vinyals, O., & Graves, A. Conditional image generation with 
pixelcnn decoders. NeurIPS 2016.

https://proceedings.neurips.cc/paper/2016/hash/b1301141feffabac455e1f90a7de2054-Abstract.html
https://proceedings.neurips.cc/paper/2016/hash/b1301141feffabac455e1f90a7de2054-Abstract.html
https://proceedings.neurips.cc/paper/2016/hash/b1301141feffabac455e1f90a7de2054-Abstract.html
https://proceedings.neurips.cc/paper/2016/hash/b1301141feffabac455e1f90a7de2054-Abstract.html
https://proceedings.neurips.cc/paper/2016/hash/b1301141feffabac455e1f90a7de2054-Abstract.html
https://proceedings.neurips.cc/paper/2016/hash/b1301141feffabac455e1f90a7de2054-Abstract.html


Wavenet

86

Wavenet used dilated convolutions to produce synthetic audio, sample by 

sample, conditioned over by receptive field of size T:

#Wavenet Oord, Aaron van den, Sander Dieleman, Heiga Zen, Karen Simonyan, Oriol Vinyals, Alex Graves, Nal 
Kalchbrenner, Andrew Senior, and Koray Kavukcuoglu. "Wavenet: A generative model for raw audio." arXiv 2016. [blog]

https://arxiv.org/abs/1609.03499
https://arxiv.org/abs/1609.03499
https://arxiv.org/abs/1609.03499
https://arxiv.org/abs/1609.03499
https://arxiv.org/abs/1609.03499
https://arxiv.org/abs/1609.03499
https://arxiv.org/abs/1609.03499
https://www.deepmind.com/blog/wavenet-a-generative-model-for-raw-audio


The Transformer

Figure: Jay Alammar, “The ill

Auto-regressive (at test).

#Transformer Vaswani, A., Shazeer, N., Parmar, N., Uszkoreit, J., Jones, L., Gomez, A. N., ... & Polosukhin, I.. Attention 
is all you need. NeurIPS 2017.ustrated Transformer” (2018)

https://proceedings.neurips.cc/paper/2017/hash/3f5ee243547dee91fbd053c1c4a845aa-Abstract.html
https://proceedings.neurips.cc/paper/2017/hash/3f5ee243547dee91fbd053c1c4a845aa-Abstract.html
http://jalammar.github.io/illustrated-transformer/
http://jalammar.github.io/illustrated-transformer/
https://proceedings.neurips.cc/paper/2017/hash/3f5ee243547dee91fbd053c1c4a845aa-Abstract.html
https://proceedings.neurips.cc/paper/2017/hash/3f5ee243547dee91fbd053c1c4a845aa-Abstract.html
https://proceedings.neurips.cc/paper/2017/hash/3f5ee243547dee91fbd053c1c4a845aa-Abstract.html
http://jalammar.github.io/illustrated-transformer/
http://jalammar.github.io/illustrated-transformer/
http://jalammar.github.io/illustrated-transformer/


The Transformer

Figure: Jay Alammar, “The illustrated Transformer” (2018)

http://jalammar.github.io/illustrated-transformer/
http://jalammar.github.io/illustrated-transformer/
http://jalammar.github.io/illustrated-transformer/


Text completion

“GPT-2 is trained with a simple objective: predict the next word, given all of the 

previous words within some text.”

Condition Generated completions

In a shocking finding,
discovered 
living in

a  herd of 
a remote,

scientist 
unicorns 

previously
valley, in the Andesunexplored 

Mountains. Even more surprising to
the researchers was the fact that 

spoke perfectthe unicorns 
English.

scientist named the population,The 
after their distinctive horn, Ovid’s
Unicorn. These four-horned, silver-white
unicorns were previously unknown to 
science.

Now, after almost two centuries, the
oddmystery of what sparked this 

phenomenon is finally solved.

#GPT-2 Alec Radford, Jeffrey Wu, Dario Amodei, Daniela Amodei, Jack Clark, Miles Brundage, Ilya Sutskever, “Better 
Language Models and Their Implications”. OpenAI Blog 2019.

https://openai.com/blog/better-language-models/
https://openai.com/blog/better-language-models/
https://openai.com/blog/better-language-models/
https://openai.com/blog/better-language-models/
https://openai.com/blog/better-language-models/
https://openai.com/blog/better-language-models/


Zero-shot learning

GPT-2/3 can also solve tasks for which it was not trained for (zero-shot 

learning).

Text Reading Comprehension

#GPT-2 Alec Radford, Jeffrey Wu, Dario Amodei, Daniela Amodei, Jack Clark, Miles Brundage, Ilya Sutskever, “Better 
Language Models and Their Implications”. OpenAI Blog 2019.

The 2008 Summer Olympics torch relay was run from March 24 
until August 8, 2008, prior to the 2008 Summer Olympics, 
with the theme of “one world, one dream”. Plans for the 
relay were announced on April 26, 2007, in Beijing, China. 
The relay, also called by the organizers as the “Journey of 
Harmony”, lasted 129 days and carried the torch 137,000 km 
(85,000 mi) – the longest distance of any Olympic torch 
relay since the tradition was started ahead of the 1936 
Summer Olympics.

After being lit at the birthplace of the Olympic Games in 
Olympia, Greece on March 24, the torch traveled to the 
Panathinaiko Stadium in Athens, and then to Beijing, 
arriving on March 31. From Beijing, the torch was following 
a route passing through six continents. The torch has 
visited cities along the Silk Road, symbolizing ancient 
links between China and the rest of the world. The relay 
also included an ascent with the flame to the top of Mount 
Everest on the border of Nepal and Tibet, China from the 
Chinese side, which was closed specially for the event.

Q: What was the theme?
A: “one world, one dream”.

Q: What was the length of the race? 
A: 137,000 km

Q: Was it larger than previous ones? 
A: No

Q: Where did the race begin? 
A: Olympia, Greece

https://openai.com/blog/better-language-models/
https://openai.com/blog/better-language-models/
https://openai.com/blog/better-language-models/
https://openai.com/blog/better-language-models/
https://openai.com/blog/better-language-models/
https://openai.com/blog/better-language-models/


Zero-shot learning

“GPT-2 is trained with a simple objective: predict the next word, given all of the 

previous words within some text.”

Zero-shot task performances

(GPT-2 was never trained for these tasks)

#GPT-2 Alec Radford, Jeffrey Wu, Dario Amodei, Daniela Amodei, Jack Clark, Miles Brundage, Ilya Sutskever, “Better 
Language Models and Their Implications”. OpenAI Blog 2019.

https://openai.com/blog/better-language-models/
https://openai.com/blog/better-language-models/
https://openai.com/blog/better-language-models/
https://openai.com/blog/better-language-models/
https://openai.com/blog/better-language-models/
https://openai.com/blog/better-language-models/


#iGPT Chen, M., Radford, A., Child, R., Wu, J., Jun, H., Luan, D., & Sutskever, I. Generative Pretraining from Pixels. ICML 
2020.

GPT-2 / GPT-3

https://openai.com/blog/image-gpt/
https://openai.com/blog/image-gpt/
https://openai.com/blog/image-gpt/
https://openai.com/blog/image-gpt/


#ChatGPT [blog]
#GPT-4 (OpenAI) GPT-4 Technical Report. arXiv 2023. [blog]

ChatGPT / GPT-4

https://openai.com/blog/chatgpt
https://arxiv.org/abs/2303.08774
https://arxiv.org/abs/2303.08774
https://arxiv.org/abs/2303.08774
https://arxiv.org/abs/2303.08774
https://arxiv.org/abs/2303.08774
https://openai.com/product/gpt-4


Discussion

https://twitter.com/raphaelmilliere/status/1639383989180854273
https://twitter.com/raphaelmilliere/status/1639383989180854273
https://twitter.com/ylecun/status/1640122342570336267
https://twitter.com/ylecun/status/1640122342570336267


Learn more about AR models

Nal Kalchbrenner, Mediterranean Machine Learning 
Summer School 2022.

https://www.m2lschool.org/
https://www.m2lschool.org/
https://www.m2lschool.org/
https://www.m2lschool.org/
https://www.m2lschool.org/
https://www.m2lschool.org/
http://www.youtube.com/watch?v=IpY7LWWXeKs
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https://twitter.com/lilianweng/
https://twitter.com/lilianweng/
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97
Source: David Foster

https://twitter.com/davidADSP/status/1610108050714533892
https://twitter.com/davidADSP/status/1610108050714533892


Recommended books

Interview of David Foster for 
Machine Learning Street Talk 
(2023)

https://www.amazon.es/Generative-Deep-Learning-Teaching-Machines/dp/1492041947/ref%3Dsr_1_1?keywords=Generative%2BDeep%2BLearning%2BTeaching%2BMachines&qid=1673513633&sr=8-1
https://www.amazon.es/Generative-Deep-Learning-Teaching-Machines/dp/1492041947/ref%3Dsr_1_1?keywords=Generative%2BDeep%2BLearning%2BTeaching%2BMachines&qid=1673513633&sr=8-1
https://www.amazon.com/Deep-Generative-Modeling-Jakub-Tomczak/dp/3030931579/
http://www.youtube.com/watch?v=CTA7-Bsa9U4
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