Introduction to
Deep Learning

Concepts, Training, and Optimization

Duration: 1 Hour
Target Audience: Data Science/Computer Science students

Prerequisites: Understanding of basic machine learning
concepts, linear algebra, calculus fundamentals
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Deep Learning
Foundations

Foundations



Learning Objectives
What You Will Master Today

Understand deep learning and its key differences
from traditional machine learning.
Master the backpropagation algorithm for training
neural networks.
Identify critical challenges in training large, deep
models.
Learn essential techniques to improve training:

m Optimized Activation Functions

= Adaptive Learning Rates

= Dropout and Regularization



The Modern Marvels
What's Powering the Magic?

How does a smartphone

recognize your face?

Behind these achievements
lies deep learning.

<> (WA How does ChatGPT

== generate human-like text?

A class of algorithms directly inspired by the
structure of the human brain.



What is Deep Learning?

Deep Learning: Hierarchical Feature Learning

F N

ﬁ A Subset of Machine Learning: Deep learning

6 is a specialized branch of machine learning
that utilizes complex, multi-layered neural
networks (deep architectures) to perform
tasks.

Traditional ML

Successive Layers
(Manual Features)

{}_ The Key Differentiator: Hierarchical of Abstraction
@ Representations. Instead of manually

designing features (like edges in an image
or keywords in text) and feeding them to an
algorithm, deep learning enables the Automatic
algorithm to automatically learn these Feature Learning
features directly from raw data through
successive layers of abstraction.

< /\,/ i Raw Data (e.g., pixels)

.




The Core |dea: Representation Learning

Input Layer - Hidden Layer 1 = Hidden Layer 2 - ... - Output Layer

Input Layer Layer 1 Layer 2 Layer n Output Layer
(Raw Data) (First Hidden Layer) (Second Hidden Layer) (Deep Layers) (Prediction)
Identity: |
‘ Q Peergo‘:my J
‘ Sentiment: |
word - fay... PostvEi
Raw pixel values or (Simple Features): (Complex Features): (Deep Layers): (Prediction): Makes
text tokens. Detects simple Combines simple Recognizes full the final prediction
structures like features into objects, face (e.g., identity,
edges, corners, or object parts or shapes, or complete sentiment, next
phonemes. partial phrases syntactic structures. word).

phrases (eyes,
noses, key-phrases).

This hierarchical structure allows the network to build a progressively complex understanding of the data.



Deep Learning in Action: Face Recognition Example

This slide visualizes how hierarchical representation learning functions in a real-world application.

Layer 1: Detects Edges
and Corners

» Detects Edges and
Corners within the pixel
data.

EZN=

o

Layer 2: Combines
Edges into Object Parts

* Combines edges into
recognizable Object
Parts like eyes, noses,

and mouths.

<

Layer 3: Aggregates
Parts into Face Shapes

* Aggregates parts into
full Face Shapes and
Structures.

V=
vy

Output: The
Definitive Identity

The definitive identity
of the person in the
image.

(

IDENTITY: Jane Doe
(Confidence: 99.8%)




Why “Deep”?

Depth as a Functional Capability

*» Multiple Hidden Layers

The term “Deep” explicitly refers to the presence of multiple, successive hidden layers
within the network architecture.

% Progressive Transformation

Each new layer takes the output representation from the previous layer and applies a
transformation, creating a higher, more abstract level of understanding.

»

< Hierarchical Understanding

This multi-layered depth is what grants the network the specific capability to learn complex,
non-linear, and hierarchical features (e.g., from raw pixels - edges - features - faces).

< Representational Power

Ultimately, deeper networks have the theoretical capacity to represent significantly more
complex mathematical functions and decision boundaries than shallow networks.



Module 10.1.2

The Backpropagation
Algorithm

The Engine of Neural Network Learning




Introduction to
Backpropagation
Backward Propagation of Errors

o Definition: The fundamental algorithm
used to train neural networks.

e Primary Function: Computes the gradients
of the loss function (L) with respect to all
weights in the network.

e The Mechanism: Achieves extreme
efficiency by utilizing the Chain Rule of
calculus.



FIGURE 10.7

Example of a multilayer feed-forward neural network.
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Table 10.1 Initial inputs, weights, and bias values.
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Example 10.1. Sample calculations for learning by the backpropagation algorithm. Fig. 10.7
shows a multilayer feed-forward neural network. Let the learning rate n = 0.9. The initial weight and
bias values of the network are given in Table 10.1, along with the first training tuple, X = (1,0, 1), with
a class label of 1.

This example shows the calculations for backpropagation, given the first training tuple, X. The tuple
is fed into the network, and the net input and output of each unit are computed. These values are shown
in Table 10.2. The error of each unit is computed and propagated backward. The error values are shown
in Table 10.3. The weight and bias updates are shown in Table 10.4. ]



network’s prediction, which is in turn used to update the weights and biases. For a unit j in the output
layer, the error §; is computed by

8j=0;(1—0;)(0; —Tyj), (10.3)

2 To see this, we can conceptually think of the bias b as the bias scalar in a linear regression model. In other words, it tells the
default (i.e., biased) value of the net input /;, without any output from the previous layer (i.e., O; =0).

492 Chapter 10 Deep learning

where O

AT N a1

is the actual output of unit j, and 7 is the known target value of the given training tuple.

(o 1 . 4 1 1 N R 1 1 o . a1 1. 1



to unit j in the next higher layer is considered. The error of a hidden layer unit j is

5j=0j(l—0j)(26,wj1). (10.4)
l

where w j; is the weight of the connection from unit j to unit / in the next higher layer, §; is the error

of unit /, and O;(1 — Oj) is the derivative of the sigmoid function with respect to the net input, i.e.

%_‘l’jf =0;(1-0)).
The weights and biases are updated to reflect the propagated errors. Weights are updated by the

following equations, where Awj; is the change in weight w;;.

Aw;i;j =né; 0;. (10.5)
wij = wjj — Awjj. (10.6)

“What is n in Eq. (10.5)?” n is the learning rate, a constant typically having a value between 0.0
and 1.0. Backpropagation uses using a gradient descent method to search for a set of weights that fits the
training data with the goal of minimizing the mean-squared loss between the network’s prediction and
the known target value of the tuples.3 The learning rate helps avoid getting stuck at a local minimum
in the decision space (i.e., where the weights appear to converge but are not the optimum solution) and
encourages finding a high-quality solution. If the learning rate is too small, then learning will occur at
a very slow pace. If the learning rate is too large, then oscillation between inadequate solutions may
occur. A rule of thumb is to set the learning rate to 1/7, where 7 is the number of iterations through the
training set so far. We will talk more about the learning rate » in Section 10.2.2.

Biases are updated by the following equations, where Ab; is the change in bias b;:

Abj =né;. (10.7)
bj=b;j — Ab;. (10.8)



Table 10.2 Net input and output calculations.

Unit, j Net Input, /; Output, O,

4 0240-05-04=-0.7 1/(1+¢e%7)=0.332
5 —034+04+0240.2=0.1 1/(14+¢79%1)=0.525
6 (—0.3)(0.332) — (0.2)(0.525) + 0.1 = —0.105 1/(1 +¢€%199)=0.474

Table 10.3 Calculation of the error at each
node.

Unit, j  Error, §;

6 (0.474)(1 —0.474)(1 —0.474) =0.1311

5 (0.525)(1 — 0.525)(0.1311)(—=0.2) = —0.0065
4 (0.332)(1 — 0.332)(0.1311)(—=0.3) = —0.0087




Table 10.4 Calculations for weight and bias up-

dating.
Weight or Bias

W46
W56
W4
wis
w24
W25
w34
w3s
be

bs

by

New Value

—0.3 —(0.9)(0.1311)(0.332) = —0.339
—0.2 —(0.9)(0.1311)(0.525) = —-0.262
0.2 — (0.9)(—0.0087)(1) =0.208

—0.3 — (0.9)(=0.0065)(1) = —-0.294
0.4 — (0.9)(—0.0087)(0) =0.4

0.1 — (0.9)(—=0.0065)(0) =0.1

—0.5 — (0.9)(=0.0087)(1) = —0.492
0.2 — (0.9)(—=0.0065)(1) =0.206

0.1 —(0.9)(0.1311) =—-0.180

0.2 — (0.9)(—=0.0065) = 0.206

—0.4 — (0.9)(—0.0087) = —0.392




Forward propagation net input and output of each unit
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Backward propagation of the error of each unit

FIGURE 10.5

An illustration of the backpropagation algorithm. Given a training tuple, the algorithm first forward propagates the
net input and output of each unit (the upper part of the figure). Then, it backward propagates the error of each unit
(the bottom part of the figure). The output O of unit 10 gives the predicted target value T = Oy, which is a func-
tion of the weights and bias scalars. The goal of backpropagation is to adjust the weights and bias scalars so that the
predicted output matches the actual target output T as well as possible. That is, to minimize the loss L = (T — T)2.
The error of a given unit can be recursively computed based on the errors of the units it connects to in the next
higher layer. For example, the error of unit 6 can be computed based on the errors of unit 8 and unit 9 (shaded in the
figure). That is, 86 = Og(1 — Og)(wegdg + weodg). For clarity, the bias scalar or the weights between other units are
not shown in the figure. Note that we actually do not need to calculate §; = §2 =0, since the input units (U and Uz)
just pass through the input attributes: Oy =11 = Xy and O2 = b = X».




FIGURE 10.8

The matrix form representation of feed-forward neural network in Fig. 10.5. kg represents the input units (i.e.,
ho = x) and h4 represents the output units (i.e., kg = 0). For h|, h,, h3, each of them represents the hidden units at

the corresponding layer.



Example 10.2. For the four-layer neural network in Fig. 10.5, its equivalent matrix form representation
is shown in Fig. 10.8, which is a chain graph of length 4. Since there are two input units in Fig. 10.5,
hg is a vector of length 2. Likewise, k| is a vector of length 2 (two hidden units in the first hidden
layer), h» is a vector of length 3 (three hidden units in the second hidden layer), &3 is a vector of length
2 (two hidden units in the third hidden layer), and h4 is a vector of length 1 (i.e., it is a scalar, since
there is only one output unit in Fig. 10.5). The bias vector b; has the same length as the corresponding
h; (i =1,2,3,4). The size of the weight matrix W; is determined by the length of k;_; (number of
rows) and the length of k; (i =1,2,3,4) (number of columns). For instance, since both ko and h;
have length 2, the weight matrix W is of size 2 x 2; since hy has length 3 but k3 has length 2, the
weight matrix W is of size 3 x 2. h; is obtained by a nonlinear activation function f() on the affine
transformation of k; _; with the weight matrix W; and the bias vector b; (i = 1,2, 3, 4). []



The Two-Pass Algorithm (1/2):
The Forward Pass (Prediction)

Pass 1: The Forward Pass (Prediction)
e Input data propagates forward layer by layer

(/) to generate a prediction. For each layer: al!=b)
o Compute Weighted Sum (=2): g
: z(l) R\
20 = W01 4 p® z o
o Apply Activation Function (f): — LL(g,sz)
al) = f(z(l)) a®

e Outcome: Produces final prediction ¢ and
computes total Loss L(y, ).



The Two-Pass Algorithm (2/2)

Pass 2: The Backward Pass (Learning)

The network propagates errors backward from the /
output layer (L) toward the input layer (1).

» LossS

V74

X
Update Weights  Compute Gradients Propagate Error
(Gradient Descent) for Updates Backward —
Update Weights - - sW =V, LO f'(z®) \
dL oL
WO «wd - nm ey = 6(’)(a("1))T 5O = (W(’“))T 5+1) -

(Where n is the learning rate) = (6*D) @ f'(z®)



Key Insight & Computational Efficiency
Why Backpropagation Changed Al

Naive Approach: Differentiating  The Backpropagation Advantage: Because it
every weight individually would  reuses calculations and propagates errors

require O(n?) time. backward efficiently, it computes all gradients in
0(n) time.
7\, womoe
™\ ) (n)

7

Conclusion: This efficiency is what makes training massive deep
learning models computationally feasible on modern hardware.




The Foundation: The Chain Rule

Unpacking the Partial Derivatives

 Backpropagation leverages the multivariate chain rule to break down
complex gradients into local computations.

Chain Rule Application for a Single Weight (wg)):

(1) (1) ¥ .
31'&) e BI(JZ) . 8ail) : azz.(l) L(}fs _>Ad2,§§lon We:gt;t;;j Sum
ow;’  Oa;’ 0z’ Owy

This path shows how the loss changes with respect to activation i’

(a), which changes with respect to the sum (2), which finally Wi
changes with respect to the specific weight (w).



The Reality of
Deep Learning

Key Challenges in Training Deep
Models

While deep learning holds the promise
of solving incredibly complex,
unstructured problems, the reality is that
training these networks is notoriously
difficult.

The Core Challenges

® Vanishing/Exploding
Gradients

® Overfitting

® Computational Cost

® Complex Loss
Landscapes (Saddle
Points)

® Hyperparameter
Sensitivity




The Multiplication Problem

Vanishing and Exploding Gradients: When the Signal Dies or Destroys

The Mechanism

Backpropagation relies on the Chain Rule, which means repeatedly
multiplying gradients layer by layer, moving backward.

Vanishing Gradients
e Cause: Repeated multiplication of values < 1.
e Effect: The gradient becomes infinitesimally small. Early layers
learn very slowly or stop learning completely.

Exploding Gradients
e Cause: Repeated multiplication of values > 1.
e Effect: The gradient grows exponentially. Results in unstable
training, wild weight swings, and NaN (Not a Number) errors.



Overfitting

The Curse of Massive Capacity

The Problem: Deep networks possess millions (or
billions) of parameters. They have the mathematical
capacity to perfectly memorize the training data.

The Symptom: Extremely low error on the training
dataset, but terrible performance on unseen testing
data.

The Solution:
e Massive, diverse datasets.
e Aggressive regularization techniques (which we
will cover next).




Computational Cost

Time and Resources

The Reality: Training deep networks requires
monumental computational power.

The Hardware:
e GPUs (Graphics Processing Units)
e TPUs (Tensor Processing Units)

The Time:

Even with advanced hardware, training state-
of-the-art models can take days, weeks, or even
months, costing millions of dollars in compute time.




Local Optima and Saddle Points

Getting Stuck in High Dimensions

The Landscape: The loss function of a neural network
is a highly complex, multi-dimensional terrain.

Local Minima: Valleys where the error is low locally,
but not the lowest possible overall (Global Minimum).
Saddle Points: Points where the gradient is zero, but
it curves up in one direction and down in another (like
a horse's saddle).

Fact: In high-dimensional spaces, saddle points are
vastly more common—and problematic—than local
minima.

The Need: Requires careful, advanced optimization
algorithms to escape these traps.




Hyperparameter Sensitivity
The Fragility of Setup

Definition

Hyperparameters are the settings configured before training begins — OQ
(unlike weights, which are learned during training). N M TR
Critical Hyperparameters aaVa S5 e
3 p QI?; C\ f /‘ .\(\».

Learning Rate Network Architecture ~ Weight Initialization
(number of layers, strategy XU/ A f‘o ’
width of layers) c/

The Challenge

Deep learning models are incredibly brittle to these choices. A poor learning rate or a bad initialization will cause the
training to fail immediately. Tuning requires extensive, time-consuming experimentation.



Overview of
Deep Learning
Architecture

The Building Blocks of Modern Al

The Goal: Match
the architecture to
the shape of the
data.

The Tools: Deep
learning is not one single
algorithm, but a collection
of specialized layers and
network structures.

The Evolution:
From simple dense
grids to dynamic,
attention-based
systems.



Foundational Building Blocks

Dense and Convolutional Layers

Fully Connected Layers (Dense Layers)

Every single neuron connects to all neurons in the
previous layer.

e Pros: Powerful baseline, great for simple tabular data.

o Cons: Extremely parameter-heavy; inefficient for high-
dimensional data like images.

Convolutional Layers (CNN)

Uses filters (kernels) that slide across the input.

* Weight Sharing: The same filter is used across
different spatial locations to find patterns anywhere.
o Best For: Images, video, and grid-like spatial data.



Processing Time and Context

Recurrent Layers and Attention

Recurrent Layers (RNN / LSTM)

Hidden State (Memory)

Iy “
—() »(T) >—@—
® Process sequential data one step at a time.

® Maintain a "hidden state" (memory) across time
steps.

® Best For: Text, speech recognition, stock market
time series.

Attention Mechanisms

Output element

® Allows the network to focus on the most relevant
parts of the entire input simultaneously, rather
than processing strictly in order.

® The Foundation of Transformers.

® Best For: State-of-the-art Natural Language
Processing (NLP), like ChatGPT.



Keeping it Stable

Stabilizing the Network: Normalization Layers

Batch Normalization

® Normalizes the inputs of a layer across the
current batch of training data.

® Reduces "internal covariate shift" (features
changing wildly during training).

Layer Normalization

/\>
e Normalizes across the features for a single data

4
/’
point.

e Why it matters: Critical for stable, fast training.
Without normalization, deep networks easily fall
victim to vanishing or exploding gradients.



Architecture

Common Architectures
The Deep Learning Zoo

Primary Use Case

MLP

Tabular data, simple classification

CNN Computer vision, image classification
RNN/LSTM Sequential data, time-series forecasting
Transformer Advanced NLP, Translation, GenAl
Autoencoder Data compression, anomaly detection
GAN Generating realistic images/audio




The Problem with Sigmoid

Why Traditional Functions Fail in Deep Networks

The Fatal Flaws for Deep Learning

1 @ Vanishing Gradients: For large o(f) —
o (CU ) = = positive or negative inputs, the curve \
1+e flattens out, and the gradient e A e
approaches zero. This stops the (Vanishing) ~ /
network from learning. I A

Historical Context = >z
Originally the standard for Not Zero-Centered: Outputs are always positive, which creates
neural networks due to its undesirable zigzagging dynamics during gradient descent.

smooth curve between 0

o] @ Computationally Expensive: Calculating exponentials is slow

at scale.



Modern Activation Functions
Solving the Vanishing Gradient

RelLU (Rectified Linear Unit) Leaky RelLU Parametric ReLU “

f(z) = max(0, z) f(z) = max(0.01z,z)  f(z) = max(az,z) flz) = z ifz>0, f(z) =z-o(x)
else a(e*—1)
/ //
Simple, no vanishing Allows small negative The slope parameter (a) Smooth curve that is Smooth, non-monotonic
gradient for positive gradients to flow, is actually learned by zero-centered, speeding curve that often
inputs, encourages preventing the "dead the network during up convergence. outperforms ReLU in

sparse activations. neuron" problem. training. very deep architectures.



The ReLU Revolution

Why ReLU Dominates Deep Learning

Despite the newer alternatives, standard ReLU remains the default choice for most deep learning models.

Non-Saturating m Sparse Representations

f(z) = max(0, z) =
7 Gradient=1 = 0

. (Never Vanishes) - K C

5 w s
For any positive input, the gradient is It only requires a simple Because it outputs pure zero for negative
exactly 1. It never vanishes, allowing signals threshold operation (max), numbers, it forces the network to be
to travel through hundreds of layers. making it incredibly fast to “sparse”"—meaning only a subset of neurons

compute on GPUs. fire at a given time, similar to the human brain.

The Result: ReLU is the specific innovation that made training networks with

dozens or hundreds of layers practically possible.




The Dead Neuron Problem
The Vulnerability of ReLU
The Problem: How Neurons Die

The Solutions
Standard ReLU outputs exactly O for all negative inputs,

meaning its gradient is also 0. / Use Leaky ReLU (ensures a tiny

If a large weight update pushes a neuron'’s inputs to be gradient always exists).
negative for all data, it permanently outputs zero and
stops learning. It is “dead”.

R A Use careful Weight Initialization
—  strategies.

Gradient=0
(Dead)

X1 wﬁ A
(o)
] Utilize lower learning rates to
2 prevent violent weight updates
/ that kill neurons.
x5~ Wa




The Learning Rate Dilemma
The Problem with Fixed Learning Rates

The Challenge:
e The learning rate (n) dictates how large of a step we take during gradient descent.

The Extremes:

 Too High: The model takes massive The Reality:
steps, overshoots the minimum, and

causes training to violently diverge. : * Asingle, fixed learning rate

rarely works for all parameters

« Too Low: The model takes microscopic _eli_cr:]rosstall slt(ages dOfttralgmgt'
@ steps, resulting in painfully slow ; § "e,Wcl’If heeds to adap
convergence or getting permanently ynamicatly.
stuck in a local minimum.




Building Momentum
Early Adaptive Methods: Momentum and AdaGrad

1. Momentum 2. AdaGrad (Adaptive Gradient)

» Accumulates past gradients to smooth out * Assigns a per-parameter learning rate. It
updates and build “speed” in consistent shrinks the learning rate for weights that are
directions. updated frequently.

v; = Pvg-1 + nVL(6) (Velocity update) Oty il G
0 0 — v, (Parameter update) L e ’

Momentum
~~__n_(Velocity)

e The Flaw

e Because it accumulates squared gradients in
» Benefit: Helps power through saddle points the denominator, the learning rate eventually
and local minima. shrinks to exactly zero, stopping training entirely.




vt — Velocity at current step

v¢—1 — Previous velocity

B — Momentum coefficient (usually 0.9)

nV L(6) — Current gradient scaled by learning rate
6 — Model weights

6;; — i-th parameter at time t

Gt,ii — Sum of squared gradients for parameter i up to time t

t

2

Gt,iz’ = E ki
k=1

1 — Learning rate
€ — Small constant for numerical stability
V L(0;;) — Gradient of i-th parameter




RMSProp and Adam: The Industry Standards

The Modern Optimizers
3. RMSProp 4. Adam (Adaptive Moment Estimation)
» Fixes AdaGrad's fatal flaw by using an  The most widely used optimizer in modern
exponentially decaying moving average of deep learning.
squared gradients, preventing the learning « Combines the best of both worlds: the
rate from dropping to zero. velocity of Momentum + the adaptive
scaling of RMSProp.
Formula: N Decaying Average of o Calculates both the first moment (mean)
Elg?), = BE[g%lp + (1 — 3)93‘( Squared Gradients and second moment (uncentered variance)
K_) of the gradients: Morentum
First moment: ool
/4\ > mg = Bimy—1 + (1 — B1)g: 55%& prddaaTe
LGSR =0 Second moment: RMSProp j
v = Bove1 + (1 — 52)93 (Adaptive Scaling)

Best of Both Worlds



gt — Current gradient

gf — Element-wise squared gradient

E[g2]t — Exponentially weighted moving average of squared gradients

B — Decay rate (typically 0.9)

my — First moment estimate (mean of gradients)
1 — Decay rate for mean (usually 0.9)

gt — Current gradient

vt — Second moment estimate (variance)

B2 — Decay rate for variance (usually 0.999)

Symbol

n
L(6)
VL(0) or g,

,Baﬂlaﬂ2

Meaning

Model parameters (weights)

Current time step / iteration

Learning rate

Loss function

Gradient of loss w.r.t parameters
Exponential decay rates (between 0 and 1)

Small constant (e.g., 10~®) to avoid division by zero




Controlling the Speed Limit

Learning Rate Scheduling: Programmed Decay Strategies

Even with advanced optimizers like Adam, we often explicitly schedule the base learning rate to change over time.

1. Step Decay - 2. Exponential Decay 4
e Reduce the learning rate ~ F| | e Smoothly and continuously &
by a speﬁiflifc) factor ](S_.g., 2 reduce the rate. 2
cut it in half) every = , =
epochs. gl T Formula: = g
b Nt = To€ ‘
10 20 30
Efns Epochs

e
-

3. Cosine Annealing 4. Warmup

e Cyclically varies the e Start with an extremely
learning rate up and down low learning rate and
following a cosine curve gradually increase it over
to constantly “kick” the the first few epochs to
model out of local prevent the model from
minima. destabilizing early on.

Learning Rate
Learning Rate

A%

Epochs



Introduction to Dropout
Fighting Memorization with Randomness

@'Za The Core Problem: | ;@Z«f The Elegant Solution

Overfitting &, +» (Dropout)

of parameters. If left

unchecked, they easily

memorize the training data O
(overfitting) instead of

learning generalized

patterns.

Deep networks have millions O
()

 Deliberately and
randomly “drop” (set
to zero) a specific
fraction of neurons
during every single
training iteration.

The Result:
Robustness

The network is physically
prevented from relying
too heavily on any single
neuron or specific
pathway.




The Mechanics of Dropout

How Dropout Works: Training vs. Inference

During Training (The Masking Phase)

@ @ randomly mask
neurons with probability
® p (typically 0.2to 0.5)

p XX
= B Ce—0
%0 A T

Critical Math: Because we dropped p neurons, the
total signal strength is weaker. We must scale the
remaining active neurons by 1/(1-p) to maintain the
expected mathematical magnitude of the layer.

During Test/Inference Time
g RIS
L @ 7 20

Dropout is turned off. The full, intact network
is used to make the final prediction.



Why Dropout Works

Ensembles and Independence

Prevents Co-adaptation The Ensemble Effect
» Neurons cannot rely on the presence » Because a different random subset of neurons
of specific neighboring neurons to fix is dropped in every iteration, you are effectlvely
their mistakes. training millions of slightly different “sub-

networks”. = @
« Every neuron is forced to * At test time, turning Dropout off v .-

:;)@3 E\)? Q;C
learn robust, % > mathematlcally approximates

independently useful averaging the predictions of all these ¢ O
features. sub-networks together (an ensemble), ©
which is highly resistant to overfitting.

[ @ Efficient Regularization

Achieves massive regularization without significantly increasing computational cost.




Advanced Implementation

Variants and Practical Guidelines

Variants of Dropout Practical Guidelines

Spatial Dropout ¢ Standard Rate: Typically 0.2 to 0.5 for
hidden layers.

Drops entire feature
maps/channels instead of * Network Size: Use lower dropout rates for
individual pixels (Used in CNNs). smaller networks (too much dropout will
destroy their capacity to learn).

e Output Layers: Generally, do not use
DropConnect dropout on the final output layer.
Drops the individual weights ® Synergy: Use in conjunction with other
(connections) rather than the regularization techniques like weight

entire neuron activation. decay and Batch Normalization.




Deep Learning Training Checklist
Common Challenges and Proven Solutions

When building a deep neural network, you will inevitably encounter roadblocks.
Here is the modern toolkit to solve them:

Common Challenges Proven Solutions

=) Vanishing Gradients | @ UseReLU/ Leaky RelLU, add Batch
9 Normalization, or use Residual Connections.

@ Switch from standard SGD to the Adam
optimizer or use Momentum.

Slow Convergence
: @& Apply Dropout, utilize Data Augmentation,
Overfitting and add Weight Decay.

@ Rely on adaptive learning rates (Adam) and
use multiple random restarts.

Local Optima / Saddle Points

@ Implement Learning Rate Scheduling and
use a "warmup" period at the start of training.

Hyperparameter Sensitivity




The Mathematical Engine

Key Formulas to Remember: The Math Behind the Magic

Backpropagation (Error calculation)
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ReLU Activation
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Dropout Regularization

Keep each neuron active with a set
probability p (otherwise, set to 0).

Adam Optimizer Update
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CORE INSIGHTS

The Pillars of Deep Learning

Depth enables Representation Learning: Adding layers allows the network to
automatically learn increasingly complex, abstract features from raw data.

Backpropagation is the Engine: The efficient computation of gradients via the
chain rule makes training massive models computationally possible.

Activation Functions matter: The shift from Sigmoid to the ReLU family was the
catalyst that finally enabled networks to go “deep.”

Adaptive Optimizers reduce tuning: Adam has become the default choice, saving
engineers thousands of hours of manual learning rate tuning.

Regularization is essential: Techniques like Dropout are not optional; they are
mandatory tools to prevent massive networks from simply memorizing data.



