
 Computer Networks – Deep Concept Notes  

 Data Transmission = Encoding + Errors + Medium 

Bits don’t travel as bits—they travel as signals: 

• Electrical (copper), light (fiber), radio (wireless)  

More aggressive transmission (higher rate, complex modulation): 

• Packs more bits per symbol  

• But becomes fragile to noise  

Errors come from: 

• Attenuation (signal weakens)  

• Noise/interference  

• Imperfect receivers  

So think: 

If I push more bits per second, what breaks first—the signal or the receiver’s ability to decode? 

 

 Bandwidth vs Throughput = Pipe vs Actual Flow 

Bandwidth is a ceiling. Throughput is what you really get. 

Why throughput < bandwidth: 

• Protocol overhead (headers, ACKs)  

• Retransmissions (loss)  

• Idle times (waiting/backoff)  

• Congestion (queues)  

Hidden effect: 

• Even with zero loss, handshakes and ACK pacing reduce throughput.  

So think: 

What fraction of time am I actually sending useful data? 

 

 Latency = Multiple Delays Add Up 

Total delay = 

Propagation + Transmission + Processing + Queueing 



• Propagation: distance / signal speed (physics)  

• Transmission: packet size / link rate (serialization)  

• Processing: router handling  

• Queueing: waiting behind other packets (variable, often dominant)  

Key insight: 

• In lightly loaded networks → propagation dominates  

• In busy networks → queueing dominates  

So think: 

Is my delay fixed (distance) or variable (congestion)? 

 

 Propagation Delay = The Unavoidable Floor 

• Speed ~ 2 × 108m/s in fiber  

• Long links → large round-trip times (RTT)  

Implication: 

• ACK-based protocols waste time over long distances  

So think: 

Why does stop-and-wait perform terribly over satellite links? 

 

 Transmission Delay = Serialization Cost 

Time to put bits onto the wire: 

𝑇𝑡𝑥 =
packet size

link rate
 

 

• Large packets → better efficiency (less header overhead)  

• But increase latency per packet and loss penalty  

So think: 

Am I optimizing for bulk transfer or quick responses? 

 

 Flow Control = Protect the Receiver 

Receiver has finite buffer. 



Mechanisms: 

• Stop-and-wait  

• Sliding window (receiver advertises window size)  

If sender overruns: 

• Buffer overflow → drops → retransmissions  

So think: 

Is the bottleneck the receiver’s buffer or the network? 

 

 Congestion Control = Protect the Network 

Different from flow control: 

• Flow control → receiver safety  

• Congestion control → network stability  

TCP signals congestion via: 

• Loss (timeouts, duplicate ACKs)  

• Increasing RTT (queues building)  

Behavior: 

• Increase rate until loss → then back off  

So think: 

How does TCP “learn” the safe sending rate without seeing inside routers? 

 

 Stop-and-Wait = RTT-Limited Efficiency 

Efficiency: 

𝜂 ≈
𝑇𝑡𝑥

𝑇𝑡𝑥 + 𝑅𝑇𝑇
 

 

If RTT ≫ 𝑇𝑡𝑥: 

• Link sits idle most of the time  

So think: 

Why is utilization near zero on high-latency links? 



 

 Sliding Window = Pipeline the Link 

Multiple packets “in flight”: 

• Keep link busy while waiting for ACKs  

Window size should match: 

• Bandwidth-Delay Product (BDP)  

BDP = bandwidth × 𝑅𝑇𝑇 

 

So think: 

How many packets are needed to fully utilize the link? 

 

 Error Detection vs Correction 

• Detection (CRC): cheap, reliable detection  

• Correction (FEC): adds redundancy to fix errors  

Trade-off: 

• Detection → retransmit (delay)  

• Correction → extra bits (overhead)  

So think: 

Is it cheaper to resend or to add redundancy upfront? 

 

 Retransmission = Reliability Loop 

Triggers: 

• Timeout (no ACK)  

• Duplicate ACKs (fast retransmit)  

Side-effects: 

• More traffic → more congestion  

• Can create feedback loops (more loss → more retransmit → more loss)  

So think: 

When does “fixing loss” actually make the network worse? 



 

 Packet Size = Efficiency vs Risk 

Large packets: 

• High efficiency (low header fraction)  

• But if lost → big retransmission cost  

Small packets: 

• Low latency, quick recovery  

• High overhead  

So think: 

What packet size minimizes total time under loss? 

 

 Fragmentation = Adapt to Smaller MTU 

When path MTU < packet size: 

• Packet is split → fragments  

Costs: 

• Extra headers  

• If one fragment lost → whole packet lost  

• Reassembly complexity  

So think: 

Why is Path MTU Discovery preferred over fragmentation? 

 

 Subnetting = Structure the Network 

Divide address space: 

• Reduce broadcast domains  

• Improve routing scalability  

Trade-off: 

• More subnets → more routing entries  

• Fewer subnets → larger broadcasts  

So think: 



How do you size subnets to balance management and performance? 

 

 Routing = Metrics, Not Just Distance 

Paths chosen based on: 

• Hop count  

• Delay  

• Bandwidth  

• Policy  

Dynamic protocols: 

• React to failures/congestion  

So think: 

Why can a longer path be faster than a shorter one? 

 

 TCP vs UDP = Semantics of Delivery 

TCP: 

• Reliable, ordered, congestion-controlled  

• Head-of-line blocking  

UDP: 

• Unreliable, unordered  

• App controls reliability  

So think: 

Is your application sensitive to delay or to loss? 

 

 DNS = Caching + Hierarchy 

Resolution: 

• Local cache → recursive resolver → authoritative server  

Caching: 

• Reduces latency and load  

• Can cause stale records  



So think: 

What happens if DNS cache is outdated during a failover? 

 

 HTTP/HTTPS = Request/Response + Overheads 

HTTP: 

• Stateless requests  

• Headers can be large relative to payload  

HTTPS: 

• TLS handshake (extra RTTs)  

• Encryption cost  

Optimizations: 

• Keep-alive, HTTP/2 multiplexing  

So think: 

When does connection setup dominate total time? 

 

 TCP Handshake = Establish State 

3-way handshake: 

• SYN → SYN-ACK → ACK  

Purpose: 

• Synchronize sequence numbers  

• Confirm reachability both ways  

Cost: 

• At least 1 RTT before data  

So think: 

Why do short-lived connections suffer most from handshake overhead? 

 

 Congestion Collapse = Positive Feedback Failure 

Too much traffic: 

• Loss → retransmissions → more load → more loss  



Network spends time resending instead of delivering 

TCP fixes: 

• Slow start  

• Congestion avoidance  

• Backoff  

So think: 

How do you prevent the system from spiraling under load? 

 

 Queuing = Where Variability Lives 

Queues absorb bursts: 

• Short queues → low delay  

• Long queues → high latency (bufferbloat)  

Scheduling matters: 

• FIFO vs fair queuing  

So think: 

Is your delay dominated by queueing, and can scheduling fix it? 

 

Computer Networks – Real-World Thinking Guide 

 

- Network Design = Requirements → Constraints → Choices 

A network is not “designed”—it is constrained into existence: 

You start with: 

• Number of users  

• Type of traffic (video, IoT, web)  

• Required latency  

Then constraints: 

• Budget  

• Geography  

• Infrastructure  



So think: 

Are you designing for performance, cost, or scalability? 

 

- Topology = Reliability vs Cost 

Options: 

• Star → simple, but central failure  

• Mesh → reliable, but expensive  

• Tree → scalable, but hierarchical dependency  

Trade-off: 

More connections → more reliability → more cost 

So: 

How many failures can your system tolerate? 

 

- Centralized vs Distributed Systems 

Centralized: 

• Easy control  

• Single point of failure  

Distributed: 

• More resilient  

• Harder to manage  

So: 

Is failure more costly than complexity? 

 

- Latency vs Throughput Trade-off 

Optimizing for: 

• Low latency → small packets, less buffering  

• High throughput → large packets, batching  

But: 

You cannot optimize both fully 



So: 

Is your system interactive or bulk-transfer? 

 

- Load vs Capacity = Root of Most Problems 

If: 

• Demand > capacity → congestion  

Symptoms: 

• Delay increases  

• Packet loss  

• Throughput drops  

So: 

Is your issue due to insufficient capacity or inefficient usage? 

 

- Bottleneck = System Performance Limit 

End-to-end performance is limited by: 

• Slowest link  

• Slowest processing node  

Even if rest is fast 

So: 

Where is the slowest component in your path? 

 

- Scalability = Growth Without Collapse 

System that works for 10 users: 

• May fail for 1000  

Problems: 

• Addressing  

• Routing  

• Load  

So: 



Does your design degrade gracefully with scale? 

 

- Caching = Speed vs Freshness 

Caching reduces: 

• Latency  

• Server load  

But introduces: 

• Stale data  

So: 

Is outdated data acceptable for your application? 

 

- Debugging Networks = Observe, Don’t Guess 

When system fails: 

Check: 

• Is data being generated?  

• Is it reaching the network?  

• Is it getting dropped?  

Common issues: 

• Misconfiguration  

• Congestion  

• DNS failures  

So: 

Where in the pipeline is the failure happening? 

 

- Packet Loss = Symptom, Not Root Cause 

Loss happens due to: 

• Congestion  

• Interference  

• Buffer overflow  



Fixing loss: 

• Requires fixing cause  

So: 

Why is the packet being lost—not just that it is lost? 

 

- Retransmissions = Hidden Load 

More loss → more retransmission → more traffic 

Creates: 

• Feedback loop  

So: 

Are retransmissions solving or worsening the problem? 

 

- Queue Build-up = Silent Killer 

Before failure: 

• Delay increases  

Then: 

• Packet drops  

Queues hide the problem until it explodes 

So: 

Is increasing delay warning you of future failure? 

 

 Security – Real Thinking 

 

- Security = Confidentiality + Integrity + Availability 

Not just encryption: 

• Confidentiality → data hidden  

• Integrity → data not altered  

• Availability → system accessible  

So: 



Which of these is most critical for your system? 

 

- Encryption = Security vs Cost 

Encryption: 

• Protects data  

But: 

• Adds computation  

• Adds delay  

So: 

Is full encryption necessary for all data? 

 

- Authentication = Trust Establishment 

Before accepting data: 

• Verify identity  

Without it: 

• Fake devices  

• Data poisoning  

So: 

How do you trust the sender? 

 

- Attack Surface = More Connectivity, More Risk 

Every open port: 

• Potential entry point  

IoT: 

• Often poorly secured  

So: 

What unnecessary exposure can you eliminate? 

 



- DDoS = Resource Exhaustion 

Attack floods system with traffic 

Effect: 

• Legitimate users blocked  

So: 

Can your system distinguish real users from attackers? 

 

- Security vs Usability 

More security: 

• More authentication steps  

• More delay  

Less security: 

• Easier access  

So: 

What level of inconvenience is acceptable? 

 

 Web Deployment & Systems 

 

- Client–Server Model = Separation of Roles 

Client: 

• Requests  

Server: 

• Processes  

Scaling issue: 

• One server → bottleneck  

So: 

How do you distribute load across multiple servers? 

 



- Load Balancing = Distribute Traffic 

Multiple servers: 

• Share requests  

Benefits: 

• Reliability  

• Scalability  

But: 

What happens if load balancer fails? 

 

- Stateless vs Stateful Systems 

Stateless: 

• Easy scaling  

Stateful: 

• Personalized  

• Hard to scale  

So: 

Where is user state stored? 

 

- CDN = Move Data Closer 

Content served from: 

• Nearby servers  

Reduces: 

• Latency  

So: 

Is your delay due to distance or processing? 

 

- TLS/HTTPS = Secure Web Communication 

Adds: 



• Encryption  

• Handshake overhead  

But ensures: 

• Trust  

So: 

When does security overhead dominate response time? 

 

- API Design = Efficiency Matters 

Frequent small requests: 

• High overhead  

Batching: 

• Efficient  

So: 

Is your communication pattern optimal? 

 

 Troubleshooting Mindset 

 

- Always Trace the Path 

Data flow: 

• Source → Network → Destination  

Find where it breaks 

 

- Check Layers Separately 

• Physical → link working?  

• Network → routing correct?  

• Application → service responding?  

 

 Measure, Don’t Assume 

Use: 



• Ping (latency)  

• Throughput tests  

• Logs  

 

 Reproduce the Problem 

• Is it consistent?  

• Under load only?  

• Location-specific?  

 Final Thinking Pattern 

For any network problem: 

1. What is the requirement?  

2. What is the constraint?  

3. What trade-off is being made?  

4. Where is the bottleneck?  

5. What happens under scale or failure?  

 

 

Computer Networks Numericals – Conceptual Insights with Practice 

 

1. Transmission vs Propagation Delay 

Sample Numerical: 

A 2 MB file is transmitted over a 20 Mbps link. The distance between sender and receiver is 2000 km. 

Signal propagation speed = 2 × 108m/s. Compute total delay. 

Crux: 

Transmission delay depends on data size and link rate, whereas propagation delay depends on distance 

and signal speed. 

Relevance: 

Important in long-distance communication (e.g., satellite, undersea cables). 

Common Mistakes: 

• Not converting MB to bits  



• Ignoring propagation delay  

• Mixing units (km vs m)  

Variations: 

• Compare which delay dominates  

• Change distance or bandwidth  

• Evaluate impact of larger packet size  

 

2. Bandwidth–Delay Product 

Sample Numerical: 

A link has bandwidth 100 Mbps and RTT of 50 ms. Compute the bandwidth-delay product. 

Crux: 

Represents the amount of data that can be “in transit” in the network. 

Relevance: 

Used for buffer sizing and determining optimal window size in TCP. 

Common Mistakes: 

• Using one-way delay instead of RTT  

• Unit mismatch (Mbps × ms)  

Variations: 

• Compute required window size  

• Compare with given buffer capacity  

• Analyze under-utilization  

 

3. Stop-and-Wait Efficiency 

Sample Numerical: 

Packet size = 2000 bits, bandwidth = 2 Mbps, RTT = 40 ms. Compute efficiency. 

Crux: 

Efficiency decreases significantly when RTT is large compared to transmission time. 

Relevance: 

Highlights inefficiency in high-latency networks. 

Common Mistakes: 

• Ignoring ACK delay  



• Misinterpreting RTT  

Variations: 

• Increase RTT  

• Compare with sliding window  

• Change packet size  

 

4. Sliding Window 

Sample Numerical: 

Window size = 8 packets, packet size = 1000 bits, RTT = 40 ms, bandwidth = 1 Mbps. Compute 

throughput. 

Crux: 

Throughput improves by allowing multiple packets in transit. 

Relevance: 

Foundation of TCP performance. 

Common Mistakes: 

• Not relating window size to bandwidth-delay product  

• Incorrect throughput formula  

Variations: 

• Find minimum window size for full utilization  

• Compare with Stop-and-Wait  

• Vary RTT  

 

5. Error Detection (CRC) 

Sample Numerical: 

Data = 101101, Generator polynomial = 1101. Compute CRC remainder. 

Crux: 

CRC detects errors using polynomial division. 

Relevance: 

Widely used in data link layer protocols. 

Common Mistakes: 

• Errors in binary division  



• Misinterpreting remainder  

Variations: 

• Check if received data has error  

• Change generator polynomial  

 

6. Multi-hop Reliability 

Sample Numerical: 

Each hop has success probability 0.95. For 4 hops, compute end-to-end success probability. 

Crux: 

Reliability decreases multiplicatively across hops. 

Relevance: 

Critical in wireless and IoT networks. 

Common Mistakes: 

• Adding probabilities instead of multiplying  

Variations: 

• Add retransmission  

• Increase number of hops  

 

7. Throughput with Packet Loss 

Sample Numerical: 

A 10 Mbps link has 15% packet loss. Estimate effective throughput. 

Crux: 

Packet loss reduces usable throughput. 

Relevance: 

Seen in congested or wireless networks. 

Common Mistakes: 

• Ignoring retransmission overhead  

Variations: 

• Include retransmission cost  

• Compare TCP vs UDP  

 



8. Queuing and Congestion 

Sample Numerical: 

Arrival rate = 1200 packets/sec, service rate = 1000 packets/sec. Determine system behavior. 

Crux: 

If arrival rate exceeds service rate, the queue grows indefinitely. 

Relevance: 

Core concept in congestion analysis. 

Common Mistakes: 

• Not checking stability condition  

Variations: 

• Compute queue growth over time  

• Reduce arrival rate  

 

9. Fragmentation 

Sample Numerical: 

Packet size = 3000 bytes, MTU = 1000 bytes. Determine number of fragments. 

Crux: 

Large packets must be divided to fit network constraints. 

Relevance: 

Important in IP networks. 

Common Mistakes: 

• Ignoring header overhead  

Variations: 

• Compute total transmitted size  

• Compare with path MTU discovery  

 

10. Subnetting 

Sample Numerical: 

Given 192.168.10.0/24, design subnets for 30 hosts each. 

Crux: 

Efficient allocation of IP addresses. 



Relevance: 

Enterprise network design. 

Common Mistakes: 

• Incorrect host calculation  

• Confusing network and broadcast addresses  

Variations: 

• Different host requirements  

• Identify subnet mask  

 

11. Load vs Capacity 

Sample Numerical: 

200 devices send 500 bytes every second over a 1 Mbps link. Check if network is overloaded. 

Crux: 

System fails when demand exceeds capacity. 

Relevance: 

Scalability analysis. 

Common Mistakes: 

• Ignoring protocol overhead  

Variations: 

• Increase number of devices  

• Reduce bandwidth  

 

12. TCP Throughput 

Sample Numerical: 

RTT = 80 ms, packet loss = 0.02. Analyze throughput trend. 

Crux: 

TCP throughput depends on both delay and loss. 

Relevance: 

Internet performance. 

Common Mistakes: 

• Ignoring RTT impact  



Variations: 

• Change loss rate  

• Compare wired vs wireless  

 

13. DNS Delay 

Sample Numerical: 

DNS resolution requires 4 queries, each taking 25 ms. Compute total delay. 

Crux: 

Multiple lookups increase delay. 

Relevance: 

Web browsing performance. 

Common Mistakes: 

• Ignoring caching  

Variations: 

• Add cache  

• Reduce number of queries  

 

14. HTTP Transfer Time 

Sample Numerical: 

A 2 MB file is downloaded over a 10 Mbps link with RTT = 40 ms. Compute total time including 

connection setup. 

Crux: 

Total time includes handshake + data transfer. 

Relevance: 

Web performance optimization. 

Common Mistakes: 

• Ignoring RTT  

• Missing handshake delay  

Variations: 

• Persistent connections  

• HTTPS vs HTTP  



 

15. TCP Handshake 

Sample Numerical: 

RTT = 60 ms. Compute time required before first data byte arrives. 

Crux: 

Handshake introduces fixed delay. 

Relevance: 

Short transactions suffer most. 

Common Mistakes: 

• Forgetting handshake phase  

Variations: 

• Add TLS handshake  

• Compare persistent connections  

 

16. Routing Path Selection 

Sample Numerical: 

Path A: 4 hops × 8 ms each 

Path B: 6 hops × 5 ms each 

Determine faster path. 

Crux: 

Shortest path is not always fastest. 

Relevance: 

Routing decisions in networks. 

Common Mistakes: 

• Ignoring per-hop delay differences  

Variations: 

• Add congestion  

• Add bandwidth constraints  

 

17. Congestion Analysis 

Sample Numerical: 

Link capacity = 20 Mbps, offered load = 30 Mbps. Analyze system behavior. 



Crux: 

Overload leads to congestion collapse. 

Relevance: 

Network stability. 

Common Mistakes: 

• Assuming linear degradation  

Variations: 

• Add queue size  

• Reduce load  

 

18. Packet Size Trade-off 

Sample Numerical: 

Compare transmission time for 500-byte and 1500-byte packets over 5 Mbps link. 

Crux: 

Trade-off between efficiency and delay. 

Relevance: 

Protocol design. 

Common Mistakes: 

• Ignoring overhead  

Variations: 

• Add loss probability  

• Compare efficiency  

 

19. Multi-hop Delay 

Sample Numerical: 

A packet passes through 5 routers, each adding 3 ms delay. Transmission delay = 4 ms. Compute total 

delay. 

Crux: 

Delay accumulates across hops. 

Relevance: 

End-to-end performance. 

Common Mistakes: 



• Missing one delay component  

Variations: 

• Add propagation delay  

• Add queueing delay  

 

20. Load Balancing 

Sample Numerical: 

4 servers share 1200 requests/sec equally. Compute load per server. 

Crux: 

Load distribution prevents bottlenecks. 

Relevance: 

Web system design. 

Common Mistakes: 

• Assuming equal distribution always  

Variations: 

• Uneven distribution  

• Server failure scenario  

 


