Aggregation with Grouping
There are circumstances where we would like to apply the aggregate function not only to a single set of tuples (like entire table), but also to a group of sets of tuples.  In SQL, this is achieved by GROUP BY clause.
· The attribute or attributes given in the GROUP BY clause are used to form groups. 
· Tuples with the same value on all attributes in the GROUP BY clause are placed in one group.

	id
	name
	dept_name
	salary

	1
	XYZ1
	CSE
	10

	2
	XYZ2
	CSE
	20

	3
	ABC1
	ECE
	30

	4
	ABC2
	ECE
	40

	5
	PQR1
	EEE
	50

	6
	PQR2
	EEE
	60


Table 1: instructor relation.

Find the average salary in each department
SELECT dept_name, AVG (salary) as avg_salary
FROM instructor
GROUP BY dept_name;

Table 2 shows the tuples in the instructor relation grouped by the ‘dept_name’ attribute, which is the first step in computing the query result.

	id
	name
	dept_name
	salary

	1
	XYZ1
	CSE
	10

	2
	XYZ2
	CSE
	20

	3
	ABC1
	ECE
	30

	4
	ABC2
	ECE
	40

	5
	PQR1
	EEE
	50

	6
	PQR2
	EEE
	60


Table 2: Tuples of the instructor relation, grouped by the dept_name attribute. There are total 3 groups.


The specified aggregate is computed for each group, and the result of the query is shown in Table 3.
	dept_name
	avg_salary

	CSE
	15

	ECE
	35

	EEE
	55


Table 3: The result relation for the query “Find the average salary in each department”.

Find the average salary of all instructors
SELECT AVG (salary) as avg_salary
FROM instructor;

In this case the GROUP BY clause has been omitted, so the entire relation is treated as a single group.

Any attribute that is not present in the GROUP BY clause may appear in the SELECT clause only as an argument to an aggregate function, otherwise the query is treated as erroneous.
/* Erroneous query */
SELECT dept_name, id, AVG (salary)
FROM instructor
GROUP BY dept_name;

WHY: 
· Attribute ‘id’ is not present in the GROUP BY clause.
· Attribute ‘id’ is present in the SELECT clause and is not the argument of an aggregate function.
See Table 4 for pictorial representation.
	dept_name
	id
	salary

	CSE
	1
	15

	
	2
	

	ECE
	3
	35

	
	4
	

	EEE
	5
	55

	
	6
	


					Table 4: Reasoning

However, the following query is fine.
SELECT AVG (salary) as avg_salary
FROM instructor
GROUP BY dept_name;










Find the average salary of each group from instructor relation where the group is formed considering name and department name of the instructor


	id
	name
	dept_name
	salary

	1
	XYZ1
	CSE
	10

	2
	XYZ2
	CSE
	20

	3
	ABC1
	ECE
	30

	4
	ABC2
	ECE
	40

	5
	PQR
	EEE
	50

	6
	PQR
	EEE
	60


Table 5: instructor relation


SELECT name, dept_name, AVG (salary) as avg_salary
FROM instructor
GROUP BY name, dept_name;

Table 6 shows the tuples in the instructor relation grouped by the ‘name, dept_name’ attributes, which is the first step in computing the query result.


	id
	name
	dept_name
	salary

	1
	XYZ1
	CSE
	10

	2
	XYZ2
	CSE
	20

	3
	ABC1
	ECE
	30

	4
	ABC2
	ECE
	40

	5
	PQR
	EEE
	50

	6
	PQR
	EEE
	60


Table 5: Tuples of the instructor relation, grouped by the name, dept_name attribute. There are total 5 groups.


The specified aggregate is computed for each group, and the result of the query is shown in Table 7.
	name
	dept_name
	avg_salary

	XYZ1
	CSE
	10

	XYZ2
	CSE
	20

	ABC1
	ECE
	30

	ABC2
	ECE
	40

	PQR
	EEE
	55


Table 6: The result relation for the query “Find the average salary of each group from instructor relation where the group is formed considering name and department name of instructor”.



Having Clause
To apply a condition to groups rather than to tuples, we use HAVING clause.
Find the average salary of instructors in those departments where the average salary is more than 20.
SELECT dept_name, AVG (salary) as avg_salary
FROM instructor
GROUP BY dept_name
HAVING AVG (salary) > 12;
SELECT AVG (salary) as avg_salary
FROM instructor
GROUP BY dept_name
HAVING AVG (salary) > 12;
SELECT dept_name 
FROM instructor
GROUP BY dept_name
HAVING AVG (salary) > 12;


SELECT A1, A2, ..., An
FROM r1, r2, ..., rm
WHERE P1
GROUP BY ……. 
HAVING P2

The meaning of a query containing aggregation, group by, or having clauses is defined by the following sequence of operations:

a. FROM clause is first evaluated to get a relation. 
b. The predicate P1 in the WHERE clause is applied on the result relation of the FROM clause. 
c. Tuples satisfying the WHERE predicate are then placed into groups, by the GROUP BY clause.
d. The HAVING clause, is applied to each group; the groups that do not satisfy the having clause predicate are removed.
e. The SELECT clause uses the remaining groups (groups that satisfy the HAVING clause predicate) to generate tuples of the result of the query, applying the aggregate functions to get a single result tuple for each group.

